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The Ultimate Guide to Anomaly Detection

Anomalies are rare within the data
One of the measurements within the data contains sufficient information to reveal the
anomaly, such that a human operator, given sufficient time and skill, would be able to unearth
it

Expected Anomalies

Anomaly detection, often called outlier detection, is the identification of unexpected data points
that deviates significantly from expected behaviour. These expectations are set against the
context of “normal” performance, and occasionally external factors can strongly influence this.

Anomaly detection depends on having data with sufficiently high quality, there are 2 basic
assumptions:

What is an anomaly?
An anomaly is a data point that falls outside of the range of usual behaviour. We can classify it
broadly into 2 types:

These are generally well understood by those reviewing the results of Anomaly Detection –
great examples of these include a spike in sales due to Black Friday, or a fall in footfall at a
shopping centre on Christmas Day. Importantly – they do not generate an “Aha!” moment
when they are revealed to a human, as a change in performance is already expected.
 
 
 
 
 
 
 
 
 
 
 

 
 
 
 
 
 
 

Example of expected anomaly: the surge in revenue can be explained by the black Friday week.
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What is Anomaly detection?



Unknown Anomalies

Supervised learning

Unsupervised learning

These are generally not well understood by the audience – an example of this could be a
sudden drop in orders from a retailer’s website, or a spike in the number of customer
complaints for a video streaming platform.
These are, by-far, the more interesting anomalies – they represent an expected and
unknown change in performance, which the human had not anticipated – and generate
an “Aha!” moment when revealed.
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

 
 

Example of unknown anomaly: the drop in July is out of the expected range and needs to be investigated

Why is anomaly detection important?
It is critical for humans to be able to identify changing performance and take actions on that
insight. A shift in a metric could be innocuous, or it could represent a detrimental event
happening within the business, or a positive opportunity for growth.

By being alerted to these instances via anomaly detection, users can discern between
insignificant changes and those that are truly unusual, driving insight and action. A well-
constructed anomaly detection model that learns from a specific company, for specific metrics,
allows humans to not manually monitor for changes around the clock, but to leave it to a system
to tell the signal from the noise, and focus on what really matters.

The challenge of anomaly detection and machine learning
There are some great machine learning techniques out there, generally broken down into 2
camps:

In this context, anomalies would be labelled as such in the historical data, which could
take significant time & effort to implement. However, with labelled data, it is much easier to
determine what constitutes an anomaly going forward into the future!
 

In this context, anomalies would not be labelled in historical data, more closely reflecting
the state-of-affairs for real, operational systems. In this case, the system has to
intelligently assess the datapoint that are likely to be historical anomalies, and return that
to the user, alongside determining this for future datapoint.
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What is time series data anomaly detection?
Time-series anomaly detection introduces a key variable to the mix – time. In many applications,
this is vital for making sure the expected range of normal behaviour is correctly set.
As an example, a retailer typically expects high sales at the weekend (Sat, Sun), but lower sales
mid-week (Tues, Weds). Time-series anomaly detection takes this context into account, and sets
the normal range of behaviour according, so that a moderate drop in sales on Saturday is
accurately detected as an anomaly.
Without the time-series component, the anomaly detection system would expect the same
behaviour for all days of the week and may very well have missed that specific Saturday’s fall!



1. Anomaly detection for marketing performance
For marketers, every dollar spent, impression, click and conversion
is precious. Traditional approaches to reviewing and improving
marketing performance takes days to weeks to react to issues,
leaving your business to spend money on marketing channels that
don’t generate maximum returns, and leave revenue on the table
that could otherwise be captured.

Often, performance and analytics teams look at last week’s (or
month, or quarter) performance, to understand which campaigns
were able to drive conversions, clicks and impressions. Traditionally
delivered using dashboards, these static analyses often arrive too
late for the information to be actionable.

As an example – if a campaign suddenly stops generating
conversions, would you like to know within hours, or at the end of
the working week? In the latter case, at least several days of
conversions (and their associated revenue) has already been lost.
Anomaly detection solves this problem by highlighting the problem
as soon as it occurs – so humans can take action – for example,
this is traced back to a configuration change (e.g. tags, website),
the relevant teams can be contacted to rectify these problems. If
it’s related to a paid campaign, the team can focus on specific
ones to ensure the right audiences are targeted.

2. Anomaly detection for sales performance
In eCommerce, customers have come to expect a smooth flow
from visit to purchase completion – but problems can occur in
every step of the journey in between. Failing to address these
issues as they (often inevitably) arise costs the business revenue.
Reports on eCommerce funnel activity are often shared for review
weekly – but an interruption of even a day can be extremely costly
in terms of a drop in sales – especially if the problem is across
multiple areas of a website.

As an example – after an application update, if a certain payment
gateway is not working for users from specific countries and is not
picked up for a week, this could result in tens of thousands of
dollars in lost revenue.

Detecting this type of anomaly early on and activating the
response team will significantly limit the impact of these events,
and return cash into the business rapidly.
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USE CASES of anomaly detection
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Anomaly detection can be used in multiple areas but the most common one is time series anomaly
detection. Most of the businesses will want to take time as a key factor to the calculation. That's why
all use cases reviewed in the following will be based on time series anomaly detection purely.



3. Anomaly detection for user experience
For consumer-facing businesses, an error-free experience is
crucial – be it in content streaming, service provision (think Gmail),
or social media. Users rightly feel out of pocket if the service they’ve
paid for doesn’t function as expected!

As an example, a content-streaming website focusing on live
sports depends on subscriptions to their web, mobile and tablet
applications to view sports events, as they happen. An issue with
the sign-in module that prevents users from logging in grew from a
small problem to a significant one as a major soccer match was
streamed, resulting in hundreds of thousands of complaints and an
avalanche of subscription cancellations & refunds.

With anomaly detection, leading indicators for this would highlight
the unusual behaviour ahead of it becoming a P1, critical issue, and
allowed the team to make changes ahead of the important event,
retaining the confidence of its customers to deliver on its core
offering (and their subscription revenue with it, too!).
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iOS users running a certain app version are experiencing more crashes and
failed game starts than usual, resulting in a poor experience & user churn
A SSP that sees a large drop in impressions served is worth fixing, as it has
a direct revenue impact
Users may not be able to make in-game purchases due to a breakdown
with a certain payment gateway, on the PC platform - again, with a
detrimental effect on revenue

4. Anomaly detection for gaming
The benefits of monitoring customer-impacting metrics like active players,
games played and app crashes is well understood: sudden drops represents
poor customer experiences, and are often linked to emerging technical issues.

In-depth monitoring at the right levels pick up on hidden anomalies that might
not be visible when examining overall performance, particularly where
monetisation takes place.  For example:

Especially relevant for those working with a large number of 3rd party partners,
across multiple assets, it's very useful to know which partners are encountering
issues, and on what metrics, so teams can take action as quickly as possible.
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5. Anomaly detection for costs monitoring
Within big infrastructures, security, servers
or cloud services costs can quickly inflate
and any anomaly should be detected
straight away to avoid overpayment or
underperformance.

Avora for example benefited from
anomaly detection and saved 30% on
cloud data warehouse costs. Anomaly
detection alerted about a sudden spike in
costs following some queries failing for
some customers. The issue was quickly
identified then addressed soon after
allowing to stop unnecessary costs.

Cloud costs monitoring: an anomaly was detected in March 2020 as Snowflake costs were unusually high.
$ amounts are illustrative only



Effective Approaches For Time Series Anomaly Detection
Anomaly Detection Algorithms
Forecasting Principles and Practice

It is definitely possible to build your own anomaly detection system — but to make it successful,
you need to meet these five requirements. These five tests won’t just save you time and effort,
they are the difference between people actually using your system versus looking at it once
before condemning it to the bin along with other tech solutions that sounded nice, but didn’t work
in real life.

So if you are just pursuing a data science project for the fun of it and you enjoy the journey as
much as reaching the end goal — by all means, feel free to skip this post and carry on exploring
what you can do. But if you are serious about building a state-of-the art system that uses time-
series data — everything from signal analysis to presenting outputs at scale — keep reading.

(Not yet familiar with Anomaly Detection? Here are a few primers):

How to build your own

anomaly detection?
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Always break out your signal components and verify them — do this for peace of mind, but
also to benchmark against your intuition and the intuition of your users. Show them something
that they can explain, and make sure that when you pull it apart, it still makes sense.
Set some sensible thresholds for the non-parametric method of detection. (Note — you’ll
need to build in extra time / resource here for the R&D. Give users a choice as to the threshold
— what is an anomaly for one person might not be for another.
Prevent an issue coming up because you made an assumption that the data was pre-
labelled, and instead go in with the assumption that your data is unlabelled. No one has time
to go back and mark hundreds or even thousands of time-series charts with points they
considered anomalous

Theoretically it’s possible to run these (technical / infrastructure resource aside), but
presenting the output back to users in a way does doesn’t overload them with information is
absolutely essential.
Think through how your system will only share anomalies relevant to a certain user. Otherwise,
any potentially valuable signal will get lost in the noise.

Requirement 1 — Your system needs to be able to handle the complexities of real-life data
Users find it hard to trust the system’s outputs if they don’t pass the “sniff test” Intuition matters to
users. They won’t trust something if they can’t see how it fits together — for example, why is an
anomaly marked, and are the trend & seasonality being correctly calculated? Particularly for
data points that are marginally considered anomalies, this helps build confidence in the system’s
abilities.

A good approach is to break down the signal into its key components: Trend, Seasonality,
Residual (see Hyndman et al. for a quick reminder). Detection is performed on the residual. This
is the “noise”. This doesn’t have to be a specific distribution; real life isn’t always that simple!

In addition — very few commercial datasets have anomalies pre-labelled, it’s highly unlikely that
historical anomalies will have already been identified!

Recommendations:

Requirement 2 — Your users won’t stop at one metric. It needs to be accessible at scale
You start at the beginning — by building the core algorithm. But the use case nearly always
becomes more complex very quickly, as people see the value of it working on a specific example.
For example, an analytics team could be tracking the revenue for an overall sales metric, picking
up some interesting anomalies. Word gets out to other stakeholders and pretty soon, rather than
just tracking that one top-line metric, people start asking for tracking at more granular levels
(e.g. revenue by country, product category or acquisition channel), quickly producing hundreds
or thousands of new time-series.

And there is no point in having an anomaly detection system that they can’t interpret. These
users aren’t going to wade through that many time-series charts. Even if they knew how to,
there’s no way they’d have time.

Recommendations:
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If data is missing/incomplete/late, wait until data is complete. But how long you need to wait
will depend on how often that metric is refreshed — there are different ways of solving this,
either manually or programmatically. The former relies on “intuition” and historical knowledge,
and is unlikely to scale.
If data is complete, but you’re still getting false positives — check the decomposition results
and the residual calculation — does it make sense to a human being? If not, this will likely
result in users not trusting the outputs. (We talked in Requirement 1 about the importance of
passing the sniff test). Here, make sure there’s a way to tune/tweak your algorithm based on
your findings here, or better yet, allow the user to single these data points out for you to
investigate!

Suppress any notifications, or provide with a context narrative, if the anomaly coincides with a
known event;
Modify the expected value for a time range with a known event, using estimates based on
historical observations. For example if we know that Black Friday generally sees a 80% jump in
sales, the next time we come up to a Black Friday and see a jump in sales the expected spike
should be taken into account when considering whether the anomaly is noteworthy.

Requirement 3 — You’ll need to minimise false positives. Sooner than you’d think
No matter how good your algorithm is, no anomaly detector can provide 100% correct answers.
False positives and negatives will always exist, and there are trade-offs between the two.
The human operator will have to make a decision, and even within the same team, there may
well be dissent as to what constitutes an anomaly.

It’s tempting to ignore this in the initial build process — but not addressing this up-front carries
some risks — the anomaly detection system can overwhelm users with “storms” of alerts — which,
to a business user with no context on data flows, may feel like the system is not curating the
notifications enough.

False positives can come in two forms:
1. Data is unexpectedly or inexplicably missing / incomplete for a period.
2. Data is complete, but the detection incorrectly marks an anomaly.

Recommendations:

Warning: In extreme cases, users will simply switch off the anomaly detection system to stop
being swamped with false alerts, and all the work gone into building it will have been a waste.

Requirement 4 — Your system needs to account for events and “known” anomalies
Anomaly detection algorithms on business data often pick up “big” events — examples include
Black Friday, Christmas, Easter, sales promotions — that are known ahead of time. These aren’t
surprising to users, who anticipate them and expect the anomaly detection to do the same.

Recommendation:
Take these events into account can come in two ways:
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Getting started with 
Anomaly Detection

Automate manual tasks and analyse your data today. 
Get in touch to arrange a demo.
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Start 
for free

Multiple users will want access to the same tracked metric (and they won’t want to create
them individually);
Hundreds / thousands of metrics will need to be tracked as requested by the users;
Not every metric will fire an anomaly — you will need to direct users to only unusual activity
that has occurred recently, to avoid drowning them in data;
Users will want to get an easy-to-understand, concise message showing what anomaly has
been identified (and why, if possible!)

Requirement 5 — Make it easy for users to share insights with other stakeholders, and to find
out why
After all this hard work, it’s finally time to share these anomalies outside of the IT / BI teams! This
is what you’ve been working towards.

This part needs to be carefully planned and executed. There are some important drivers:
1.

2.
3.

4.

Recommendation:
All of this needs a front-end and back-end working in unison — not just a database (which, for
most users is at least a couple of steps too far in terms of accessibility). A traditional dashboard
like PowerBI, Tableau or Looker probably won’t cut it here — they aren’t designed for this type of
use case.

The Elephant in the Room:
After finding an anomaly (e.g. Revenue for the UK is unusually low), users will quickly want to find
out why — this can be tricky to answer. This is where Root Cause Analysis can help — watch out
for that in a future post!

To Sum Up
Getting a production-ready anomaly detection system working well for business users is more
than just setting an algorithm loose on your data sets. If you’re a hands-on data scientist, I
encourage you to give it a try using the above tips.
It can help to benchmark, so if you’re interested in seeing a fully developed anomaly detection
product in action you can contact the folks at Avora to see what we’ve built.

https://avora.com/demo-request/
https://avora.com/demo-request/
https://avora.com/demo-request/
https://avora.com/demo-request/
https://avora.com/demo-request/
https://avora.com/demo-request/
https://avora.com/demo-request/
https://avora.com/root-cause-analysis/
https://avora.com/demo-request/


Detect: analyse your existing data to see when something unexpected happened
Notify: Contact the right person(s) and send them the data with an explanation about why it
is unexpected
Explain: Understand why the unexpected happened and what are the drivers behind it
Act: Based on the full analysis, make changes to get a positive impact on the business

In traditional analytics, we can separate tasks related to it in 4 main categories:

 
Anomaly detection on its own is a really powerful tool to monitor your KPIs. But the full cycle
described previously can't be completed with the sole anomaly detection.
We'll review below how you can complement it with different mechanisms in order to get all
analytical tasks covered in the most accurate way.

Practical Anomaly Detection

Workflows

2. Notify: Multi-Channel Alerts
Once an anomaly has been detected, users need
to be informed - most of the time, people won't be
actively monitoring when unusual behaviour
happens!

Notifications need to be delivered across multiple
channels (e.g. email, Slack, Teams, Webhooks),
that fits into the team's existing workflow.

Messages within a notification provide a clear
assessment of what has happened and additional
useful details - enough for them to decide if it's
worth investigating further!
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1. Detect - Find Unusual Behaviour
Anomaly detection is the first step - automated
signal analysis takes place to understands trends,
seasonalities and thresholds for what is
considered an anomaly.

It's important to set up tracking at the right
granularity - only monitoring at a high-level is
likely to miss important anomalies, but tracking in
too granular a fashion results in a storm of alerts.

Maintaining control of this is vital - Avora's metric
configurator helps users monitor at the levels that
suit them, and track 1000s critical KPIs at a time.



3. Explain: Find Out Why with Root Cause
Analysis
After identifying an anomaly, it’s important to ask
the right follow-up question – without the
correct framing, it is difficult to arrive at the right
answer!

Typically, the biggest question is: "Why has
performance changed for this metric?"
Root cause analysis helps answer this question.  
It relies on data that is already measured and
stored relating to a business function. There’s a
wealth of things that are measurable – but the
important takeaway is that without
measurement, one cannot identify whether
something is the root cause of a change in an
evidence-based way.

Also present are external factors/business
context, which are not always measurable.
With Avora's automated root cause analysis, you
can find out why an anomaly happened in
seconds, without needing to do the manual
analysis.

4. Act: You!
Anomalies have now been communicated through
smart alerts. The reason why these anomalies
happened have been identified with root cause
analysis. The last task is to take that in account and
make the changes to your business that matters.

For example, if an anomaly explains that your 
conversions are low while your costs are high on
paid ads, you might want to review your marketing
campaigns and make some changes to it - maybe
pause some of them?

The machine can help you pinpoint where you can
make some improvements but it needs a human
brain to know which action will be the best fit to fix
an anomaly.

That's where you come in play and can make a
positive impact on your business with confidence
as your decisions will be backed up by millions of
rows of data analysed by an artificial intelligence.
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Every businesses nowadays need to handle their data efficiently. Could it be a small or large
company, the amount of data to deal with is getting bigger and bigger each day, and analysts
can feel flooded with information, wasting time deciphering what matters for your business.
Anomaly detection is a solution to not get lost in data and getting in near real time insights from
your data. Artificial intelligence is doing all the heavy lifting for you to highlight good and bad
trends within your KPIs so you can act accordingly to push your business in the right direction.

As it may be a good first step in helping you to get the most of your data, other tools like root
cause analysis are definitely needed if you want to shrink down the tedious work of browsing
through your data to get some helpful insights to a couple of seconds spent by a machine
computing which metrics and dimensions you need to focus on.

You probably can ask your data scientist team to get these functions set up for you. But that's a
whole project on itself and can take a couple of months before it is up and running and set up
properly.

If you wish to save time now and unleash the power of anomaly detection straight away, you can
contact Avora to get a FREE demo. 

CONCLUSION
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